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Outline
1. Introduction to the general modelling 

problem
2. Types of hybrid modelling
3. Case study: Workers compensation 

claims triaging
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General problem
We focus on building predictive models. 

Suppose we have:
• A response variable       for i = 1,…,n;
• and a predictor vector

associated with each observation
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The task is to construct a function f on the 
predictors that is a good approximation of 
the response:
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There are many uses of predictive models. 
Examples in GI include:

• Risk pricing
• Claims monitoring
• Classical reserving
• Customer behaviour analysis
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Commons tools for predictive models
• Generalised linear models (GLMs)
• Decision trees
• Neural networks
• Credibility modelling
• Classical reserving techniques
• …and many, many more
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Generalised linear models
• The response        is assumed to arise 

from a distribution which is a member of 
the exponential family.

• Fundamental linking equation between 
mean of response and predictors: 



7 – 10 November 2010    Sheraton Mirage, Gold Coast

17th

Decision trees
• The tree divides observations into disjoint 

regions, and a separate estimate is made 
for each.

• Regions are created by successively 
dividing data in two, based on a predictor 
variable.



 Split node A 
N = 1,000 

Mean resp. = 102 
Split: V4 < 0.5 

Split node B 
N = 432 

Mean resp. = 76 
Split: V1 = “Male” 

 

Split node E 
N = 568 

Mean resp. = 122 
Split: V9 < 5.3 

Terminal node 1 
N = 123 

Mean resp. = 45 

Split node C 
N = 309 

Mean resp. = 88 
Split: V6 > 10,000 

 

Terminal node 5 
N = 322 

Mean resp. = 110 
 

Terminal node 6 
N = 246 

Mean resp. = 137 
 

Terminal node 2 
N = 54 

Mean resp. = 67 
 

Split node D 
N = 255 

Mean resp. = 93 
Split: V2 = “A” or “D” 

 

Terminal node 3 
N = 170 

Mean resp. = 85 
 

Terminal node 4 
N = 85 

Mean resp. = 109 
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Generally we measure the success of a 
prediction f,

by looking at the average loss on the data 
(or on a test dataset)
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Common loss functions
Type of 

response
Loss 

function
Comments

Continuous Squared loss Used in classical linear 
regression

Absolute loss More robust to outliers than 
squared loss.

Count data Poisson loss Used in a standard Poisson 
GLM with log link

Continuous
& strictly 
positive

Gamma loss Used in a standard gamma 
GLM with log link.  is a 
scale parameter.

Binary 
(0-1) data

Logistic loss Used in standard logistic 
GLM logit link.  is the 
modelled probability of a 
positive response

Misclassifica-
tion rate

For when predictions are 0-
1 classes, rather than 
probabilities
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Types of hybrid models
Hybrid modelling refers to combining a 
range of techniques into a single prediction. 

We’ll discuss 3 main flavours:
1.Model averaging
2.Variable generation
3.Residual fitting
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Model averaging
Suppose K different models have been fit,            

. Then rather than choosing 
the best performing of these, create an 
averaged prediction:

In the simplest case, set all the model 
weights to be equal, .
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• Model averaging and related ensemble 
approaches are probably the leading methods 
for hyper-accurate modelling

• Attractive modularity properties – easier to add a 
new model than refine the existing ones.

• Success of approach not completely understood
• Other methods that incorporate model averaging 

include bagging, boosting and random forests.
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Example: The Netflix Prize

• Contestants 
aimed to 
improve movie 
recommendation 
system

• $1m prize
• Model averaging 

a dominant in 
the competition.
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Variable generation
Suppose a particular method (e.g. GLM) is desired 

for a final model. This can be augmented by 
including extra variables produced by other 
approaches. For example, we could add in:

• The prediction from another model.
• A categorical variable denoting the nodes of a 

decision tree.
• Composite variables suggested by (human) 

brainstorming session.
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Example: Rulefit Algorithm
• Proposed by Friedman & Popescu (2008)
• Produces thousands of binary variables 

using a series of decision trees.
• Final fit is a linear model, regularised to 

only include a fraction of the created 
variables, by minimising an expression like
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Residual fitting
We illustrate first by example. Suppose we 

are using squared loss for a continuous 
response, and have fit model      . Then 
define residuals , and 
find model     that fits well to the residuals.



7 – 10 November 2010    Sheraton Mirage, Gold Coast

17th

The final model is then the sum of the two, 
. Naturally the process can be 

iterated further.
Unfortunately, this method of subtracting the 

current estimate off the response does not 
transfer directly to all loss functions and 
response types. Luckily generalisations 
exist.



7 – 10 November 2010    Sheraton Mirage, Gold Coast

17th

Residual fitting – pseudo residuals
For a current estimate     , the corresponding 

pseudo residual for the ith observation is defined 
as

If        is a model fit to the residuals, and
is selected, then represents  
an updated model which should give greater 
accuracy.
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Pseudo-residuals for log link GLMs
This modelling can be applied to GLMs when the 

underlying distribution is known, allowing the 
derivative of the loss to be calculated. However, 
in the case of Tweedie distributions, with 

, the distribution is 
unknown. In this case an appropriate pseudo 
residual is:
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Residual fitting – GLM offsets
Another trick to use the GLM machinery to fit 

residuals is to include the current estimate,        
say, as an offset:



7 – 10 November 2010    Sheraton Mirage, Gold Coast

17th

Case study: Workers compensation 
claims triaging

• Data provided by Worksafe Victoria
• Have 110,000 claims, with snapshots at Dec 

2002 and Dec 2005. Split data 75-25 train-test.
• Want to predict, using the 2002 data, which 

claims will result in a Section 98C impairment 
benefit within 3 years.

• Variables available include diagnostic, prior 
compensation, demographic, medical and time 
related information.
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Initial models
Built two models to start
• GLM: Usual logistic link and loss 

functions. Fit was AIC driven, with splines 
as appropriate.

• Treenet: This is a aggregation of 170 
decision trees, fit using a boosting 
algorithm.



Model assessment – gains chart

A

B
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Model averaging
Simply take the average of the two 

predictions to create a hybrid.



Model averaging

A

B
C

D
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Variable generation
• We take a single decision tree fit on the 

data with 10 terminal nodes. 
• Added each node as a binary variable to 

our GLM
• Interaction depth varied from 2 to 7
• Six of the nine interactions added were 

highly significant



Variable generation

C
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Residual modelling
We used the Treenet predictions as an 

offset in the GLM, and refit the GLM.



Residual modelling

A

B
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D
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Conclusions
In the context of high accuracy predictive 

modelling, hybrid approaches are:
• Powerful
• Flexible
• Reasonably straightforward to implement
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